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CHAMP: A Large-Scale Dataset for Skeleton-Based
Composite HumAn Motion Prediction
Wanying Zhang , Mengyuan Liu , Xinshun Wang, Shen Zhao , and Can Wang

Abstract— Skeleton-based human motion prediction task aims
to forecast future skeleton frames conditioned by observed
skeleton sequence. Different from previous methods that focus
on human motion prediction for atomic actions, we observe that
people are witnessed to perform composite actions which consist
of atomic actions that simultaneously happen. Considering the
large number of action types, it is more laborious to collect
composite actions than atomic actions. This paper presents
a practical composite human motion prediction task, whose
training data just contains atomic actions meanwhile the test data
contains both atomic actions and composite actions. To evaluate
this task, we collect a large-scale Composite HumAn Motion
Prediction (CHAMP) dataset, whose training data has 16 types
of atomic actions and test data has 50 types of composite
actions. Despite the success of previous human motion prediction
methods using Graph Convolutional Networks (GCN), these
methods achieve inferior performances on our CHAMP dataset
due to the huge domain gap between the training and test
data. To solve this problem, we present a composite human
motion prediction framework containing three modules. First,
a Composite Motion Synthesis (CMS) module is designed to
generate synthesized composite human actions from atomic
actions. Second, a Composite GCN module is presented to predict
human motion by modeling different human body parts. Third,
a human body partition policy network is used to choose the
best partition strategy for both the CMS and Composite GCN
modules. Extensive experiments on the CHAMP dataset verify
the effectiveness of our framework which obviously outperforms
GCN-based methods.

Index Terms— Human motion prediction, graph convolution,
skeleton data.

I. INTRODUCTION

HUMAN perception tasks including action recognition
and motion prediction have always been active research
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fields for their wide potential applications in intelligent surveil-
lance and human-robot interaction [1], [2], [3], [4], [5], [6],
[7], [8], [9], [10]. Recent researchers take advantage of depth
sensors to capture accurate 3D human skeletons in real-time
and pay special attention to skeleton-based human motion
prediction task [11], [12], [13], [14], [15], [16], [17], [18],
[19], [20], [21]. Taking an atomic action as an example, this
task aims to learn a model to complement an unfinished
atomic action by predicting future poses from observed poses.
To ensure the generalization ability of the model, existing
datasets commonly follow an underlying assumption that both
training and test data contain the same types of atomic actions.

However, human actions in daily scenarios are more com-
plex than samples in existing datasets. Instead of atomic
actions, people are usually witnessed to perform composite
human actions which are composed of atomic actions that
simultaneously happen. For example, people may perform
atomic actions like “walking”, and “waving”, and may also
perform composite actions like “walking meanwhile waving”,
which is a combination of those two atomic actions. To predict
composite actions, one direct solution is to collect more
training data to cover corresponding composite action types.
Consider that it is laborious to collect samples for compos-
ite actions since the possible composite action types can be
extremely large. Therefore, we present a practical setting for
human composite motion prediction by using atomic actions
for training and using both atomic actions and composite
actions for testing. Figure 1 shows the comparison between
the human motion prediction task and our proposed composite
human motion prediction task.

Our proposed task aims to address the lack of action cate-
gories due to the difficulties in collecting all classes of human
motions. To handle our setting, a natural problem arises:
“can existing human motion prediction methods also work
on our proposed human composite motion task?” Due
to the absence of proper datasets for the human composite
motion task, we answer this question by first collecting a new
Composite HumAn Motion Prediction (CHAMP) dataset, and
then evaluating the most recent GCN-based human motion pre-
diction methods on the CHAMP dataset. Despite the success of
GCN-based methods on human motion prediction tasks, these
methods achieve only inferior results on the CHAMP dataset,
mainly due to the huge differences between the training data
and test data.

In order to address the task of composite human motion
prediction, we present our approach consisting of two main
modules: the Composite Motion Synthesis (CMS) module and
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Fig. 1. Comparison between human motion prediction task and our proposed
composite human motion prediction task. (a) Human motion prediction uses
all classes of actions (e.g., “sitting”, “waving” and “nodding”) for both training
and testing. (b) Our proposed composite motion prediction uses atomic actions
for training and uses both atomic actions and composite actions (e.g., “waving
meanwhile sitting”, and “nodding meanwhile sitting”) for testing. Each action
sample is denoted by a skeleton for clarity.

the Composite Graph Convolutional Network (GCN) module.
In the subsequent paragraphs, we will provide a detailed
introduction to these modules.

Intuitively, what makes our task challenging is the lack
of training motion data and it can be alleviated by Data
Augmentation to synthesize the missing data. In this paper,
we propose a Composite Motion Synthesis (CMS) module in
terms of the data insufficiency issue, which is based upon
a Bi-LSTM AutoEncoder for motion synthesis. Using only
atomic actions as input, this module can generate actions
analogous to the composite actions, thus filling the vacancy of
composite actions in the training data. We follow the encode-
fuse-decode scheme, encoding different atomic actions with
different encoders, fusing their latent attributes, and using the
same decoder for composite action synthesis. More precisely,
human skeletons are split into parts before encoding atomic
actions, in which way we can combine multiple body parts
into a complete human body to obtain composite poses after
decoding. Since there are varied ways to partition, we design a
policy module using Straight-Through (ST) Gumbel Estimator
[22] to select the most appropriate partition automatically.

Another solution for this task is to predict the movements of
parts of the body separately using our Composite GCN mod-
ule. Based on our observation, a specific atomic action always
happens at the level of the body part and there is no necessary
correlation between the two. In terms of our CHAMP dataset,

atomic actions can be classified as upper-body actions or
lower-body actions, and a person can do any upper-body
actions when doing a lower-body action and the other way
around. For example, a person can either wave hands or shake
their head when walking, and such combinations of upper-
and lower-body movements are arbitrary. We use this intuition
when modeling the predictor based on Graph Convolutional
Network [23], [24]. Since only a few parts of the human body
move in atomic actions, modeling the entire structure of the
human skeleton creates a lot of redundancy and reduces the
effect of prediction. We model the human body in parts and
forecast their future poses separately according to the partition
given by the Composite Motion Synthesis module. However,
this segmentation-based prediction strategy does not work for
the generated composite actions because it makes it pointless
to synthesize the whole-body actions. So we build another
branch in the predictor modeling the whole body skeleton and
train it with the generated composite actions.

In summary, our contributions are as follows:
• We set up a new composite human motion prediction

task, using atomic actions as training data and composite
actions as testing data, which is more practical than the
common human motion prediction task.

• We present a composite human motion prediction frame-
work, which contains three modules. The Composite
Motion Synthesis (CMS) module is proposed to solve
the data insufficiency issue, while the Composite GCN
module efficiently predicts future poses by segmenting
the human skeleton. The third is a human body partition
policy network which chooses the best partition strategy
for both the CMS and Composite GCN modules. Our
approach achieves the best performance compared with
the state-of-the-art approaches and can be used as a
baseline method for composite motion prediction.

• We collect the CHAMP dataset, a novel large-scale
dataset that is composed of 50 composite actions and
16 corresponding atomic actions, annotated with 3D
joint coordinates. We also define the benchmark for the
composite motion prediction task with suitable train/test
splits and evaluation protocols. Our code and dataset are
publicly available at https://github.com/WanyingZhang/
CHAMP

II. RELATED WORK

A. Human Motion Prediction Methods

Nonlinear Markov models [25] and Gaussian Process
dynamical models [26] are used in traditional models of
human motion prediction. However, these approaches have
difficulties in solving long-term and complex motion pre-
dictions. As human motion can be viewed as a time series,
many works in human motion prediction have been addressed
with recurrent models and most of them have an encoder-
decoder structure, in which the encoder generates the hidden
attributes for given motion sequences or frames and propagates
to the decoder, where generates the future motion sequences
or frames. For instance, [27] proposed an Encoder-Recurrent-
Decoder (ERD) model that incorporates a nonlinear network
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before and after recurrent layers to encoder and decoder human
motions. Reference [28] encoder human motion by a structural
RNN model with spatio-temporal graphs, which is manually
designed. Reference [29] choose to predict velocities instead
of poses using a residual-based model and uses a standard
sequence-to-sequence learning model with GRU [30] cells as
the encoder and decoder. Although RNNs have a better perfor-
mance in human motion prediction than traditional methods,
they suffer from the same error accumulation problem, and
discontinuities between the last observed frame and the first
predicted frame often show up in some earlier RNN-based
models.

To avoid the drawbacks of RNN-based models, feed-
forward networks are considered as a solution recently.
Reference [31] forward the recent pose frame via a fully-
connected network, and encode temporal dependencies via
convolutions and spatial information by using the kinematic
tree. Reference [32] use a convolutional sequence to sequence
model to encode and decode the motion sequence. The model
contains a two-dimensional matrix with columns representing
the temporal dimension and rows representing the spatial
dimension, which models the temporal and spatial dependen-
cies effectively but is limited by the size of the convolution
filter. Recently, GCN-based methods have had a great perfor-
mance in human perception [11], [16], [18], [33], [34], [35],
[36], [37], regarding the structure of the human skeleton as a
graph. Reference [11] use a feed-forward graph convolutional
network with learnable adjacent matrices in human motion
prediction. The attitude is regarded as a fully connected graph
and GCN is used to model the relationship between any pair of
joints. The joint trajectories are represented by Discrete Cosine
Transform (DCT) coefficients in the temporal domain. Based
on [11], self-attention [35] was added to [16] later, making use
of historical information by comparing previous sub-sequences
and the current sub-sequence, which makes a great improve-
ment in the prediction effect. Reference [36] further study the
use of different types of attention calculated at the level of
joints, body parts, and full postures. References [18] and [34]
extend the graph of the human pose to the abstraction levels
of the human skeleton on a multi-scale.

B. Motion Synthesis

One of the main challenges in our composite human motion
prediction task is the insufficiency of training data and data
augmentation is one approach to address this challenge. The
concept of “data augmentation” is introduced by [38], asso-
ciating the augmented data with the observed data by a
many-to-one mapping. Classical data augmentation methods
typically involve transformations such as cropping, flipping,
rotating, adding random noise, scaling, and random warping.
Gaussian noise is a simple but effective approach for data
augmentation, where [27] increase the variety of input data
by destroying the input motion using zero-mean Gaussian
noise and [39] add Gaussian noise to prevent the model
from overfitting. Reference [40]. Color adjustment, blurring,
sharpening, white balance, and other distortions have also been
used in Image data augmentation [41], [42].

Some classical data augmentation methods can be used for
skeleton-based motion synthesis, such as cutting different parts
of the skeleton from different movements and piecing them
together. However, the cut-and-piece method is too crude and
might synthesize physically-implausible motions.

C. Datasets for Human Motion Prediction

Actions in commonly used datasets for 3D human percep-
tion tasks are usually weak correlated or pseudo. Human3.6M
[43] is one of the most commonly used datasets for human
motion prediction tasks, containing 3.6 million 3D human
poses and the corresponding images. Pose data is given
concerning a skeleton of 32 joints. The dataset consists of
15 different actions (e.g. Phoning, Walking, Eating) performed
by 7 subjects. Most of the actions are independent of each
other, except for “Walking”, “Walking dog” and “Walking
together”. There are also some motions with many types of
asymmetries (e.g. walking with a hand in a pocket, walking
with a bag on the shoulder). But in general, the Human3.6M
dataset does not meet the requirements of multiple classes of
composite actions and corresponding atomic actions. AMASS
[44] is a large database of human motion. The dataset unifies
15 different optical mocap datasets (e.g. CMU, KIT, and
BMLrub) using SMPL [45], [46] which provides a standard
skeletal representation as well as a fully rigged surface mesh.
It has more than 11000 actions performed by over 300 sub-
jects, and a human pose is represented by 52 joints, including
22 body joints and 30 hand joints. The official testing split of
AMASS contains sequences that consist of transitions between
unrelated actions, which is not suitable for our composite
motion prediction task. 3DPW [47]dataset consists of 60 video
sequences taken from a moving phone camera. Each pose
is represented by 26 joints. The dataset encompasses indoor
and outdoor actions containing 51,000 frames captured at
30Hz. The actions include everyday activities such as walking
around the city, walking upstairs, drinking coffee, or taking
the bus. CMU-Mocap dataset contains samples that are mainly
generated by the different actions of people attached to sensors
in each joint in a certain period. There are five main categories
in the dataset which include “human interaction”, “interac-
tion with environment”, “locomotion”, “physical activities &
sports” and “situations & scenarios”.

Some researchers start to pay attention to the interaction
between multiple persons [48] or human-scene interaction
[49]. However, there is a lack of research dedicated to the
composite motion perception task, resulting in a shortage of
datasets that include sufficient data on both atomic actions and
their composite actions. Consequently, there is a need to gather
a more task-specific dataset for the Skeleton-based Composite
Human Motion Prediction task.

III. OUR PROPOSED FRAMEWORK

A. The CHAMP Dataset

CHAMP Dataset is a large-scale dataset for composite
human motion prediction performed by 22 subjects. It is
recorded in a multimedia studio equipped with Microsoft
Kinect V2 cameras [50], which is one of the most common
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Fig. 2. Left: Different modalities in the CHAMP dataset, from left to right are RGB, Depth, and joints. Right: Examples of unrecorded body parts.

RGB-D devices. Overall, our dataset contains 229134 visual
frames for each viewpoint and each image type.

Using Kinect V2 cameras, we collected three major data
modalities provided by this sensor: depth images, RGB
frames, and 3D joint information. Depth images maintain the
two-dimensional depth values in millimeters, with a resolution
of 702 × 538 pixels at 50FPS, while RGB frames have
the same resolution and frame rate as depth images. Joint
information provides 3D locations of 25 major joints of a
person, which is automatically generated according to the
algorithm [51] provided by Microsoft. The skeleton generation
is based on pixel location classification and pixel depth clus-
tering, using the mean-shift algorithm with weighted Gaussian
kernels. In this way, we can obtain the skeleton nodes lying
on the surface of the human body. There needs to be a
backward Z-value offset to get the correct 3D skeleton node
while this offset value can be learned automatically. Figure 2
illustrates different modalities present in the CHAMP dataset.
Additionally, we include an example showcasing unrecorded
body parts, attributable to either body parts extending beyond
the frame or occlusions between limbs. These instances may
result in inaccuracies in joint coordinate estimation. How-
ever, such scenarios reflect real-world conditions encountered
during prediction tasks, thereby adding an extra layer of
complexity to the prediction task.

We have 66 pose classes in total, which are divided into
two groups(atomic actions and composite actions). In detail,
there are 16 atomic actions, including 10 upper body actions
(raise up, nod, wave, etc.), 5 lower body actions (sit down,
squat, walking, etc.), and a still state action. The 50 composite
actions are the pairwise combination of atomic actions. the
various methods for constructing composite actions in real-
world scenarios, those composed of atomic actions from both
upper and lower body parts are the most common, thus serving
as a typical example for evaluating this new task.

To comprehensively analyze the characteristics of CHAMP,
we evaluate the variability of actions by computing the
variance of joint coordinate points within action sequences.
Specifically, for each joint coordinate point, we compute its
variance within a sequence, and then we aggregate these values
across all joint coordinate points to calculate the average
variance for each action sequence. Finally, we compute the
average variance for all sequences within each action category
to obtain a measure of variability for the entire action category.
Higher variance indicates greater variability within action
sequences, potentially corresponding to more complex action
types. Table I presents the action classification (Omit the
still-state action) of the CHAMP dataset, including the average

number of frames per action sequence and the variability of
each action (the average variance of each action). We can see
that the average number of frames of actions in our dataset is
around 30, indicating that our actions are completed and have a
large amplitude in a short period. Because of this characteristic
of the actions in our dataset, we focus on short-term prediction
in the Composite human motion prediction task. As observed,
the average variance of key points for composite actions
is generally higher than that for atomic actions, suggesting
that composite actions exhibit greater variability in key point
movements and are more complex.

Figure 3 shows 2 groups of examples of the CHAMP
dataset. Each group of the examples visualizes an upper-body
atomic action (Clockwise, RaiseUp, KeepClose, and Left),
a lower-body atomic action (StandUp, SquatUp, SitDown, and
Squat), and their corresponding composite action (StandUp +

Clockwise, SquatUp + RaiseUp, SitDown + KeepClose, and
Squat + Left). Because the data associated with “walking”
need further processing, we do not use them in our experiments
while the rest of the datasets are still sufficient to evaluate our
model in this task. Our training dataset includes 15 atomic
actions done by all of the 22 subjects, while the validation
dataset and test dataset contain 40 classes of composite actions
done by 11 subjects respectively.

We employ three cameras located at the same height to
capture the poses from three different perspectives: front,
front-left, and front-right. For each pose, three front views are
recorded at the same time. Each pose is repeated 5 times by
each subject. For each sequence we manually labeled poses.
The format of the pose labels consists of the initial frame
number and terminal frame number of the poses, both followed
by the pose label. Table II presents the comparison between
commonly utilized datasets for human perception and our
CHAMP dataset. Our CHAMP dataset stands out in terms
of its scale, diversity, and comprehensiveness of the data.
It demonstrates competitiveness in terms of the number of
sequences and it features multiple modalities and supports
multiple tasks.

B. Problem Definition

The task of composite motion prediction is to predict
the future motion sequences of a single person. We use
X1:N = [x1, x2, · · · , xN ] to represent the N frames of history
sequences, and XN+1:N+T as the future T frames we aim to
forecast, where xi ∈ RL is the 3D locations of L human major
joints. The pipeline of our method is shown in Figure 4. Our
goal is to utilize only original atomic actions A as training
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TABLE I
ACTION CLASSIFICATION OF THE CHAMP DATASET, WITH THE AVERAGE NUMBER OF FRAMES PER ACTION IN A SEQUENCE AND THE VARIABILITY OF

EACH ACTION (THE AVERAGE VARIANCE OF EACH ACTION). THE 50 CLASSES OF COMPOSITE ACTIONS ARE PAIRS OF 5 LOWER-BODY ATOMIC
ACTIONS AND 10 UPPER-BODY ATOMIC ACTIONS

data and composite actions C as testing data. We use two
strategies, one of which is motion synthesis and the other is to
model the human body parts separately. Therefore, we design
a Composite Motion Synthesis (CMS) module to increase the
number of training samples:

Ĉ = C(A) (1)

where C denotes the CMS module. Ĉ denotes the synthesized
composite actions. Using only atomic actions A as inputs,
we generate composite actions Ĉ as a supplement to the
training data in the prediction progress. We then feed Ĉ into
the Composite GCN module G as well as the original atomic
actions A to train the predictor:

XN+1:N+T = G(X1:N ), X ∈ {A, Ĉ} (2)

where we use N frames of history sequences as input and
forecast the future T frames in both the synthesized composite
actions Ĉ and the atomic actions A. Last we use the trained
predictor CGCN to forecast all original actions including the
composite actions as well as the atomic actions.

There are three branches in the predictor CGCN two of
which divide a human body into two different parts, and the
third branch models the entire human body. The three branches

forecast independently and then fuse their prediction results
as the final result. Both processes in the CMS module and
the predictor CGCN involve the partitioning of the human
skeleton, and there are several ways of partitioning. To deal
with it, we design a policy module to automatically choose the
most appropriate partition. We cover these modules in detail
in the following subsections.

C. Composite Motion Synthesis

This module serves the purpose of expanding the action
classes within the training set and addressing the deficiency
of composite motions. Consequently, it can be considered
as a data augmentation technique. Our hypothesis is that a
composite action can be deconstructed into multiple atomic
actions executed by non-overlapping body parts, which occur
simultaneously. In the context of our dataset, atomic actions
combine in pairs to characterize composite actions. As dis-
cussed in Section II, a basic method for synthesizing new
actions involves directly manipulating the human skeleton by
cutting and combining atomic actions. Specifically, we extract
two non-overlapping human skeletons, denoted as xu and xl ,
from a frame corresponding to two different atomic actions, u
and l, respectively. These skeletons are then spliced together to
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TABLE II
COMPARISON OF THE CHAMP DATASET WITH SOME PUBLISHED DATASETS FOR HUMAN PERCEPTION

generate a new frame, denoted as x̂. By performing this oper-
ation every frame, we can get a new sequence of composite
actions X̂1:N = [x̂1, x̂2, · · · , x̂N ]. However, this fundamental
approach is undeniably simplistic. Despite the removal of
global translation for each human pose, the resulting posture
x̂ is prone to misplacement and inconsistency with the typical
structure of the human body. Due to this, we utilize an
autoencoder as an alternative to this basic method for com-
posite motion synthesis. Based on a Bi-LSTM AutoEncoder,
our motion synthesis consists of two steps: model training
and motion synthesis.

1) Model Training: In the model training process,
we expect that the Bi-LSTM AutoEncoder can reconstruct
the sequences of atomic actions as much as possible. We first
divide the human body skeleton into two parts, for each atomic
action sequence A1:N+T , we use Au

1:N+T = au
1, au

2, · · · , au
n+t

and Al
1:N+T = al

1, al
2, · · · , al

n+t to represent sequences of the
two different body parts, then feed them into two different
encoders and obtain their latent attributes:

hu
= ρφ1(a

u
1, au

2, · · · , au
n+t )

hl
= ρφ2(a

l
1, al

2, · · · , al
n+t ) (3)

where ρφ1 and ρφ2 denote two different encoders, each of
which is defined to be a Bi-LSTM [63]. The two encoders

represent a sequence of an entire human body into two latent
attributes hu and hl , each of which contains the information
of a sequence of a body part. The number of features in the
hidden state of a Bi-LSTM is set to 100.

The decoder aims to reconstruct atomic actions Â =

â1, · · · , ân+t of an entire human body from atomic actions
of two body parts using hu and hl :

(â1, â2, · · · , ân+t ) = ρφ3([h
u

∥ hl
]) (4)

where ρφ3 denotes the decoder, which is also a Bi-LSTM
model. We concatenate the latent attributes output from the
encoders and feed it into the decoder. To measure the recon-
struction effect of the model, we calculate the reconstruction
loss by making use of the Mean Per Joint Position Error
(MPJPE) proposed in [43]:

lr =
1

J (N + T )

N+T∑
t=1

J∑
j=1

∥ât, j − at, j∥
2 (5)

where ât, j ∈ R3 represent the 3D coordinates of the j th

joint of the t th motion pose in Â1:N+T and at, j ∈ R3 is the
corresponding ground truth.

2) Motion Synthesis: The subsequent step involves motion
synthesis, with the objective of obtaining novel categories
of composite actions. As discussed, a composite action can
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Fig. 3. Some examples of the CHAMP dataset. The green boxes show the composite actions while the rest show the atomic actions.

Fig. 4. Overview of our composite motion prediction framework. Composite Motion Synthesis Module: based on a Bi-LSTM AutoEncoder, we generate
characterized composite actions utilizing only atomic actions. Composite GCN Network: two of the three branches of the predictor model the partial human
skeleton and the third branch models the entire human skeleton.

be combined into two atomic actions that are done by
non-overlapping body parts at one time in our CHAMP
dataset. Utilizing the Bi-LSTM AutoEncoder, we fuse two
latent attributes from different atomic actions to reconstruct
their corresponding composite actions.

In detail, for each atomic action, we divide the human
body skeleton into two parts the same as the model training
process, and represent their sequences as hu and hl employ-
ing the two encoders. Next, given any two atomic actions,
we take two latent attributes from different body parts and
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TABLE III
PREDICTION RESULT OF 40 CLASSES OF COMPOSITE ACTIONS IN 3D JOINT COORDINATES

concatenate them as the input to the decoder. For example,
we concatenate hu from action m and hl from action n,
and acquire the corresponding sequence of composite action
Cmn

1:N+T = (cmn
1 , cmn

2 , · · · , cmn
n+t ):

(cmn
1 , cmn

2 , · · · , cmn
n+t ) = ρφ3([h

m,u
∥ hn,l

]) (6)

This way, we synthesize a sequence of composite action “ m
meanwhile n”. This operation is performed in pairs of different
atomic actions to synthesize corresponding composite actions
and fill in the gap in the training set. We synthesize 10 upper-
body atomic actions and 4 lower-body atomic actions in pairs
and acquire 40 classes of composite actions.

3) Human Body Partition Policy Network: Since a specific
composite action is combined with two atomic actions in the
CHAMP dataset, we divide the human skeleton into two parts
before feeding motion sequences into the encoders, and there
are varied partitions. We design a policy module to select the
most appropriate partition automatically. We construct several
representative body partitions and define a trainable probability
parameter pbp ∈ RL , representing the probabilities of different
body partitions.

Given the probabilities, we obtain the body partitions strat-
egy b through b = arg max(pb). However, since arg max
operation is not differentiable, we utilize the Straight-Through
(ST) Gumbel Estimator [22] as a substitute for arg max during

the training of the probabilities:

b = Gumbel-SoftMax(pb) (7)

In detail, Gumbel-Max selects a body partitions strategy b
uisng strategy probability pb,i in the forward process:

b = arg max
i

(log pb,i + Gi ) (8)

where Gi = − log(− log Ui ) is a standard Gumbel distribu-
tion, where Ui ∼ Uni f orm(0, 1). In order to back-propagate
the gradient to the Human body Partition Policy Network,
Gumbel-softmax is used to calculate the approximation of b:

b̃ =
exp(log pb,i + Gi )/τ∑L

j=0 exp(log pb, j + G j )/τ
(9)

where we denote b̂ = one_hot (b) as a one-hot vector and
treat b̃ as the continuous approximation of b̂. The temperature
parameter τ is initialized as a constant 0.1, making it similar
to Gumbel-Max, and the samples from Gumbel-SoftMax are
close to one-hot. The chosen body partition strategy bp is used
in both CMS and the Composite GCN network, guiding the
division of the human skeleton.

D. Composite GCN

Modeling the complete human skeleton for training atomic
actions results in redundancy, as only a limited number of
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Fig. 5. Advantage analysis of composite actions on the CHAMP dataset. Using PGBIG as a baseline, we show the mean prediction error per action of
PGBIG [20] subtracted from Hisrep and our method. The advantage of our approach is most evident in the action of “standUp+raiseUp”.

skeletal components are essential for these actions. For exam-
ple, when doing the atomic action “sit down”, the movement of
the legs is more important to the formation of this movement
than the upper body. But it is unsuitable to model the human
skeleton in parts for synthesized composite actions as it
compromises its integrity. Therefore, we need two kinds of
strategies to model these two types of actions.

We are inspired by Hisrep [16] and design our predic-
tor as a GCN-based network, capturing spatial dependencies
among human skeleton joints. Following the motion atten-
tion model in Hisrep, we first find the most relevant past
sub-sequence by measuring the similarity between the last
observed sub-sequence and a set of previous sub-sequences.
We then represent the sub-sequences as Discrete Cosine Trans-
form (DCT) coefficients and input them into the predictor.

To model the spatial dependencies between different joint
coordinates in different parts of the human skeleton, we design
a three-branch predictor using trainable adjacency matrices of
different sizes and take the human body as three kinds of
fully-connected graphs. The graph convolutional layers of each
branch’s output matrices are in the form:

H(p+1)
= σ(A(p)H(p)W(p)) (10)

where H(p+1) can be represented as the convolved output
matrix, and H(p) can be represented as the input matrices
H(p)

u ∈ RU×F , H(p)
l ∈ RL×F or H(p)

e ∈ RE×F of three
branches, which denote U , L or E trajectories with F features.
The size U and L depend on the body partition strategy given
by the partition policy module, while the third branch models
the entire human skeleton with E joint coordinates. Each A(p)

is the trainable adjacency matrices of layer p, representing the
strength of the connectivity between nodes. And their size also
depends on the branches’ partition strategy. W(p)

∈ RF×F̂

encodes trainable weights with the size of 256 × 256, and
σ(·) is the activation function tanh(·).

For each branch in the predictor, we use the same GCN
with residual structure as in Hisrep [16]. There are 12 residual
blocks in each branch, each of which contains two graph
convolutional layers, and two additional layers for encoding
and decoding DCT coefficients. In addition, we add a multi-
head self-attention layer and place it at the end of every
residual block in the predictor. This attention layer aims to

highlight the important features of each joint coordinate. The
feature f ∈ Rdmodel of the output of the graph convolutional
layer is passed through the attention layer fused to obtain new
feature ḟ. We use 4 parallel self-attention modules (h = 4) to
construct an attention layer.

Specifically, the feature f is multiplied by three matrices
Wi

Q
∈ Rdmodel×dq , Wi

K
∈ Rdmodel×dk , Wi

V
∈ Rdmodel×dv to

get the matrices Qi , Ki , Vi :

Qi = f × WQ
i , Ki = f × WK

i , Vi = f × WV
i (11)

where the feature dimensions dq , dk , dv of each head are set to
32 and the Qi , Ki , Vi matrices belong to the i th self-attention
module. The output feature ḟi of the i th self-attention module
can be obtained according to the formula:

ḟi = softmax(
Qi Ki

T
√

dk
)Vi (12)

where the attention matrix A = Qi Ki
T and is divided by

the square root of dk to prevent the attention fraction from
increasing as the dimension increases. Finally, the outputs ḟi
are concatenated and dotted with the weight WO ∈ Rdv×dmodel

to get the new feature ḟ:

ḟ = concat(ḟ1, . . . , ḟ4)WO (13)

The resulting feature ḟ then serves as input for the subsequent
residual GC block.

IV. EXPERIMENTS

The experiment is divided into two parts: (a) composite
human motion prediction task and (b) common human motion
prediction task. The main purpose of our paper is to solve the
composite human motion prediction task. In this task, we eval-
uate the performance of our method on our CHAMP dataset.
Since it is the first time to present this task in the literature,
there is no available approach to compare with. We assess the
state-of-the-art methods in common human motion prediction
tasks and consider Hisrep [16] and PGBIG [20] as compar-
isons, as they have become baseline methods used in newly
published approaches.

Furthermore, to demonstrate the generalizability of our
model, we also present the results of the common human
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Fig. 6. Percentages of improvement of composite actions on the CHAMP
dataset, comparing our method with PGBIG [20] and Hisrep [16] at different
forecast frames. Our method is 5% to 21% better than the other two except
for the first frame compared to PGBIG.

motion prediction tasks in comparison to Hisrep and PGBIG,
utilizing the Human3.6M dataset.

A. Experiment Settings

1) Composite Human Motion Prediction Task: We use the
CHAMP dataset in the evaluation of the composite human
motion prediction task. As introduced in Section III, for our
CHAMP dataset, we use 15 classes of atomic actions and
40 classes of composite actions in our evaluation. 15 classes of
atomic actions performed by 21 subjects are used as training
data, where the labels are specified as: “still”, “sitDown”,
“standUp”, “squat”, “squatUp”, “clockwise”, “counterclock-
wise”, “keepClose”, “keepFar”, “left”, “right”, “nod”, “shake”,
“wave”, and “raiseUp”.

Validation data contains 40 classes of composite actions
performed by 11 subjects. Specifically, we use composite
actions performed by subjects 2, 4, 6, 8, 10, 12, 14, 16, 18,
20, and 22 as validation data. As for test data, the rest of
the composite actions performed by subjects 1, 3, 5, 7, 9, 11,
13, 15, 17, 19, and 21 are included in the test data, as well as
15 classes of atomic actions performed by subject 2. We follow
the data processing of other commonly used datasets and
remove the global translation of each human pose.

2) Common Human Motion Prediction Task: The
Human3.6M dataset [43] is widely used for the common
human motion prediction task, with consistent action
categories in both training and testing. Consistent with
previous work [20], we use S1, S6, S7, S8, and S9 for
training, S5 for testing,and S11 for validation. To ensure
fair evaluation, global translations of each human pose are
eliminated, and we report results on all sequences of S5
without any sampling.

3) Metrics: We report the results of the 3D joint coordinates
on both the CHAMP dataset and the Human3.6M dataset
and show the Mean Per Joint Position Error (MPJPE) in
millimeters introduced in Section III.

4) Implementation Details: On the CHAMP dataset,
We train our Composite Motion Synthesis module for
100 epochs and the Composite Graph Convolutional Network
(GCN) module for 50 epochs. For the Composite GCN mod-
ule, our method is trained with 20 frames of input on the
CHAMP dataset and 50 frames on the Human3.6M dataset
and forecasts 10 frames of future poses. The learning rate for
the CMS module is set to 0.00001, while the predictor uses a

TABLE IV
PREDICTION RESULTS OF REPRESENTATIVE ATOMIC ACTIONS

AND THE AVERAGE ERRORS OF ALL ATOMIC ACTIONS

learning rate of 0.00025 with a 0.96 decay every epoch. Both
the CMS module and the predictor have a batch size of 32. Our
code is in Pytorch and uses ADAM [64] as an optimizer. All
the models are trained and tested on an NVIDIA RTX 3080 Ti
GPU.

B. Comparison With State-of-the-Arts

We compared our method with Hisrep [16] and PGBIG [20]
on both the Composite Human Motion Prediction Task and
Common Human Motion Prediction Task.

1) Composite Human Motion Prediction Task: Table III
and Table IV report the results of all classes of composite
actions and some representative atomic actions in the CHAMP
dataset. Because of the narrow time span of actions in the
CHAMP dataset, we predict and show results for the next
200 milliseconds. The symbol “+” means a person is doing
one action while doing another action. In Figure 5 We use a
line plot to show the comparison of predictive errors for com-
posite actions. We treat PGBIG as the baseline and subtract
the average prediction errors per action of PGBIG from those
of Hisrep and our method. It can be seen that Hisrep performs
better than PGBIG in the majority of composite actions, and
our proposed method outperforms other methods for most
composite actions, except for “squat + shake”, “sitDowm +

shake”, “standUp + nod”, “sitDown + nod”, which involve
small amplitude of movement in the upper body. Our method
works best on actions with gross amplitude of movement in
the upper body such as “standUp + raiseUp”. It shows that our
model has advantages in actions with large movements com-
pared to those with relatively stationary movements. We also
calculate the percentages of improvement of the composite
actions and compare our method with PGBIG and Hisrep.
As shown in Figure 6, except for the first frame compared
with PGBIG, our methods outperform the other two methods
by 5% to 21%, and this advantage becomes more pronounced
as the number of forecast frames increases.

Figure 7 shows visualization results of prediction samples
“sitDown + KeepClose”, and “squatUp + Clockwise”. In the
visualization of “sitDown + KeepClose”, we notice that both
arms and legs’ movements get better results on our method,
especially in the last few frames. The legs in our results are
already completely seated the same as the ground truth, while
the legs in the results of PGBIG and Hisrep are still not fully
bent. The same is true in the action “squatUp + Clockwise”,
where the legs in our results are closer to the ground truth.
We infer that there are two reasons for the better results of
our method. The first is that we solve the data insufficiency
issue. New classes of actions were synthesized from atomic
actions to increase data size and action categories of the
training set in our methods, while Hisrep and PGBIG have
no such motion synthesis module. Second, there are multiple
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Fig. 7. Comparison of our visualization results with Hisrep and PGBIG [20]. Here we use the action “SitDown + KeepClose” and “squatUp + Clockwise”
as examples. The ground truth is shown as black-grey skeletons and the predictions as green-purple. The red boxes mark the frame where our method is
closest to ground truth.

TABLE V
PREDICTION RESULTS OF REPRESENTATIVE ACTIONS AND THE AVERAGE

ERRORS OF ALL 15 ACTIONS ON HUMAN3.6M

branches modeling different body parts, which better extract
the key features of the atomic action with less interference
from unimportant body parts.

2) Common Human Motion Prediction Task: Table V
reports the results of four representative actions “smoking”,
“purchases”, “walkingdog”, and “walkingtogether” as well
as the average MPJPE of all 15 actions in the short-term
forecast of the Human3.6M dataset. Our method is superior
to other methods in average action error on the scales of
320ms and 400ms, which shows that our method achieves
good performance on common human motion prediction tasks
using the Human3.6M dataset.

As shown in Table VII, it provides an overview of the aver-
age prediction results on both the Composite Human Motion
Prediction Task using the CHAMP dataset and the Common
Human Motion Prediction Task using the Human3.6M dataset.
Each row represents a different method, and the columns
represent different prediction time intervals for composite and
atomic actions. From the table, it is evident that our proposed

method consistently outperforms existing approaches across
all tasks and datasets.

C. Robustness Across Varied Data Scarcity

We conduct additional experiments usingthe CHAMP
dataset to further explore the robustness of the models under
different data scarcity scenarios. We introduce two new
experimental settings, denoted as setting 2 and setting 3,
in addition to the original setting 1, where the training set does
not contain any composite actions. In setting 2, a small number
of composite actions from subjects 2 and 4 in the validation
set are added to the training set, while the test set remains
unchanged. In setting 3, a larger number of composite action
samples from ten subjects in the validation set are included in
the training set, maintaining the same test set configuration.

The results presented in Table VI illustrate that our model
consistently outperforms existing methods across all settings,
indicating its robust predictive performance in diverse condi-
tions. This additional analysis enhances the comprehensiveness
of our evaluation and further reinforces the effectiveness of our
proposed framework.

D. Ablation Studies

1) Body Partition Strategy: As discussed in Section III,
we divide the human skeleton into 2 parts since the CHAMP
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TABLE VI
AVERAGE PREDICTION RESULTS OF THREE SETTINGS IN 3D JOINT COORDINATES. RESULTS ARE SHOWN AT 100MS, AND 200MS IN THE FUTURE

TABLE VII
AVERAGE PREDICTION RESULTS ON COMPOSITE HUMAN MOTION

PREDICTION TASK (USING CHAMP DATASET), AND COMMON HUMAN
MOTION PREDICTION TASK (USING HUMAN3.6M DATASET)

TABLE VIII
ABLATIONS ON THE CHAMP DATASET. AVERAGE LOSS OF 3D JOINT

COORDINATES. THE ERROR IS MEASURED IN MILLIMETERS

dataset combines two atomic actions into corresponding com-
posite actions. However, this 2-part body partition strategy
is based on our intuition and the human skeleton can be
divided into more parts in motion synthesis and prediction
processes. Thus, we try and separate the human skeleton into
3 parts (trunk, upper arms, and lower limbs) and 5 parts (trunk,
left arm, right arm, left leg, and right leg), and conduct the
experiment on the CHAMP dataset. In more detail, the 3-part
strategy uses 3 atomic actions to reconstruct a corresponding
composite action in the CMS module, and a 4-branch predictor
is set to model and forecast the three skeleton parts and the
whole skeleton separately. Our method has similar variations
in the 5-part strategy. As shown in Table VIII, the average
prediction results increase from 77.27 to 79.7 and 82.14 when
the body partition strategy changes into 3-part and 5-part.
By inference separating the human skeleton into more parts
does not lead to better performance and the 2-part body
partition strategy still gains the best result in the CHAMP
dataset.

2) Architecture: To better evaluate the influence of our
proposed components, we do the experiments which are (a)
replace the Composite GCN (C-GCN) Network by hisrep.
(b) remove the Composite Motion Synthesis (CMS) module.
(c) as discussed in Section III, there is a simple way to generate
composite motions, which is to cut and connect the human
skeleton of atomic actions directly. In order to verify the
influence of the autoencoder in the CMS module, we replace
the CMS module with the simpler one.

The results on the CHAMP dataset and Human3.6M dataset
are shown in Table VIII and Table IX. As we can see, using
both two components turns out for the best on both datasets.

TABLE IX
ABLATIONS ON HUMAN3.6M. AVERAGE LOSS OF 3D JOINT
COORDINATES. THE ERROR IS MEASURED IN MILLIMETERS

Fig. 8. Visualization of composite actions generated by the CMS module.

(a) Replacing the C-GCN module by hisrep yields a sharp
increase in the average prediction error from 77.27 to 84.15 on
the CHAMP dataset and 33.85 to 34.64 on the Human3.6M
dataset. (b) The errors increase to 85.23 on the CHAMP
dataset and to 34.23 on the Human3.6M dataset after removing
the CMS module. (c) Compared with no motion synthesis,
using the simplified CMS module has better performance
with the error reducing from 85.23 to 80.49 on the CHAMP
dataset, while the CMS module with the autoencoder has the
best prediction results. The experiments verify that both the
Composite Motion Synthesis module and Composite GCN
Network are effective in both the composite human motion
prediction task and the common human motion prediction task.

Here we provide visual examples of the effectiveness of
the CMS module in generating composite actions. Figure 8
shows the visualization of some composite actions generated
by the CMS module. We take “StandUp + Left”, “SitDown
+ KeepClose”, “StandUp + Clockwise”as examples.

V. CONCLUSION

In this paper, we introduce a new composite human motion
prediction task, which takes atomic actions as the training set
and composite actions as the testing set. We collect a new
dataset called Composite HumAn Motion Prediction dataset
that is suitable for our task. Our proposed method consists
of two parts. The first part synthesizes composite actions
using only atomic actions, while the second part models both
the partial and entire human skeleton and forecasts future
poses using the GCN-based network. Our method outperforms
baseline approaches (PGBIG, Hisrep), and experiments con-
firm the effectiveness of our proposed modules (Composite
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Motion Synthesis module and Composite GCN Network) in
the composite human motion prediction task. We also verify
that our method has good performance on common human
motion prediction tasks using the Human3.6M dataset.
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